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Abstract—A fine-grained multi-factor estimation of crop-hail
damage is required to progress from manual inspection of crops
post-event to automated assessment and accurate forecasting
of the expected impact on agricultural areas. Such automated
processes will enable more accurate claims processing, improve
customer satisfaction, and reduce insurance losses. This paper
demonstrates the value of Gaussian Processes for the construction
of such a multi-factor model of crop-hail damage. This is
underpinned by a survey of public datasets, and a description
of the target dataset to support an operational crop-hail damage
model.

I.

I NTRODUCTION

Hail is responsible for an estimated $1.2B (1997 adjusted
USD) annually in losses within the United States [1]. With
high uptake of hail insurance in agricultural countries the
accurate assessment of loss due to hail is critical. Traditionally,
crop-loss assessment is performed by an adjuster manually
inspecting crop samples in the field [2].
Such manual inspection of crops is not always desirable.
The delays arising from the need to manually review crops can
delay recovery and replanting options, while delayed payouts
can impact on the customer experience. These methods are
also labour intensive, attributing significant costs to insurers.
Moreover, the high spatial variability within hail streaks results
in variable impact on crops. A study by [3] demonstrated that
insurance companies over estimated the loss by an average
10.6% compared with detailed studies. A similar study by [4]
found normal adjusting techniques overestimated damage by
as much as 64.7%. The costs and inaccuracies associated with
manual inspection suggests that automated methods to evaluate
crop losses could benefit both insurer and farmer.
Remote sensing of damage, for example via aerial photography, has attracted considerable attention, however such
techniques have not been able to demonstrate the accuracy
required by insurers. In their study of the opportunities and
limitations of remote sensing for crop-hail damage, [5] conclude that due to the presence of confounding factors remote
sensing is currently only suitable in a supporting role.
An alternative approach is the use of crop-hail damage
models to identify the expected damage from available information about the crop and hailstorm. The development
of such a model is not however straightforward. Hailstorm
data is inherently noisy, and there exist complex interactions
between the storm and the crop. For the effective operational
deployment of a model based approach, such a model must be
able to address these challenges while also minimising manual
interaction.
The value of an alternative to manual or remote inspection
is well established, however the paucity of publicly available

data, together with simplistic techniques, has limited the construction of a unified model for crop-hail damage. As remarked
by [6], reliable databases on damage caused by hailfall are
scarce, while agrarian insurance data may have low value due
to being insufficiently detailed and poorly classified.
Publicly available datasets of crop-hail damage do not lend
themselves to support a multi-factor model. Few datasets are
available, with minimal overlap in recorded factors (e.g. hail
size, density, energy). The practice of binning data, both during
collection and reporting, removes some of the granularity of
the data, obscuring features. The error associated with this data
collection must be accounted for in the development of damage
models. Furthermore, crop-hail data is inherently noisy, containing possibly complex non-obvious patterns. Correlations
within the data are inevitable, for example damage at location
(x, y) may be very similar to that at location (x + δx, y + δy).
Existing methods typically discard this information; this paper
proposes and studies the use of Gaussian Processes (GPs) as
a solution to these challenges.
Existing techniques for crop-hail damage modelling seek
linear correlations between a single factor and the damage.
Such an approach cannot account for interactions between
factors nor account for the inherent error associated with
data collection. Consequently, such models are ill-suited for
operational use.
This paper addresses these many limitations by presenting
an approach that will enable the construction of multi-factor
models that provide the expected damage from a hail-event
with known uncertainty, and with the potential to integrate the
model and remote sensing data. GPs are uniquely suited to
addressing the challenges from crop-hail data, due to sparse
reporting of events, selective reporting of factors, and the coimpact of multiple factors from both the crop and the hail
event.
A survey of available data (see Sec. II) underpins a
demonstration of the possibilities from existing data sets (see
Sec. IV), while a description of the art-of-the-possible points
to the desired features of a target dataset that would enable a
more accurate multi-factor model of crop-hail damage.
II.

C ROP -H AIL DAMAGE —R ELATED W ORK

Much attention has been paid to the characteristics of crops
and storms that result in increased hail damage, however to
date a unified model of impact has not been developed. In a
series of reports Changnon (see for example [7], [8]) reports
on crop-hail damage factors, including the characteristics and
frequency of hail events and damage. These, and other similar
studies, typically report on a very limited number of factors,

often binning data or presenting in a form that limits the recovery of the original dataset. Such studies provide information
on the trend of factors on crop-hail damage, but complicate the
construction of a unified model due to the lack of data clarity.
A study by [8] found no correlation between hail size and
crop damage, and rather that hail density (number of stones
above a threshold size per unit area) is the stronger predictor,
yet analysis of the data presented by [6] shows that, on average,
larger hailstones result in higher damage rates. This indicates
that hailstone size is a factor in crop damage. [9] notes that
hail of less than 0.25” diameter is not associated with crop
damage unless the density is very high, while [6] notes that a
lower hail size threshold exists for each crop below which crop
damage is not expected. It is therefore reasonable to presume
that larger hail will result in increased damage.
The resolution of data employed in the [8] analysis is unknown, and in the absence of the statistical test employed it is
not possible to comment on the finding of no correlation. One
possibility is that the hail diameter is not a significant factor
in the observed crop damage, which is the conclusion drawn
by [8]. A more likely scenario however, is that correlations
exist between the observed factors, and thus a multi-factor
model is required to understand the interactions between these
factors. For example, kinetic energy is known to be a function
of the hailstone mass, and hence the hailstone size. A simple
curve fitting exercise is not able to replicate or understand
these interactions, which may lead to relevant features being
excluded. This paper proposes a method based in GPs that
is able to learn attribute relationships and attribute relevance
directly from the data.
In a related study, [2] considered pair-wise linear correlations between hail stone density or impact energy and the
crop damage for three crops. These results show strong linear
relationships between the hailstone density and damage, with
weaker relationships between energy and damage.
Hailstone size is investigated by [6], who develop a statistical model to predict crop damage as a function of the
crop type and the hailstone size. Whilst crop growth stage was
initially included in the model, this factor was later excluded as
not being significant. This analysis results in a description of
the expected damage via a cumulative distribution plot for the
combinations of hail size class and crop. These results provide
an indication, for a fixed probability, of the expected damage
range, however the resolution is insufficient to provide the
certainty required for an operational model, as acknowledged
by the authors.
The error associated with the observations in these studies
is not quantified and is neglected in the analysis.
Collectively, these and other studies suggest that crop-hail
damage is a function of many factors, both of the crop and of
the storm. Thus a simplistic predictor of crop-hail damage built
on only one factor is unlikely to provide sufficient accuracy
for insurers to be confident in model techniques as a means of
assessing damage.
While one, or two, factors are unlikely to produce the
accuracy required to be used in operational prediction, or to
evaluate the likely risk of a particular cropping strategy, the

body of literature on crop-hail damage suggests that the damage observed can be traced back to measurable characteristics
of the hail storm and of the crop. With advances in remote
sensing and weather modelling, and the decreasing cost of
sensing and remote data collection, this suggests that a multifactor model for crop-hail damage could feasibly be deployed
operationally, and potentially provide a faster, more accurate
means of assessing the impact of a hail storm.
This section highlights some of the limitations of publicly
available datasets, namely binned observations, very few attributes, gaps in the data, and no measurement error information. Previous techniques are not well placed to handle more
sophisticated data, limiting the use of automated methods for
assessing damage. Existing techniques are simplistic, treating
factors singularly and unable to account for correlations between multiple factors, are without multi-resolution, disregard
uncertainty, and have no data integration. GPs provide the
capability to explicitly include such features. For operational
deployment, further challenges arise from missing data, errors
in measurement, and variations due to the sensing method.
Unlike with simplistic techniques, GPs can incorporate probabilistic models that capture uncertainty in data, interpolation to
fill incomplete data, and models that can integrate information
sources, which makes GPs ideally suited for operational crophail damage models.
III.

G AUSSIAN P ROCESSES

GPs [10] are stochastic processes wherein any finite subset
of random variables is jointly Gaussian distributed. They
may be thought of as a Gaussian probability distribution
in function space. They are characterized by a mean function µ(x) and the covariance function k(x, x0 ) that together
specify a distribution over functions. In the context of crophail modelling, we may consider a model where each x ≡
(factor 1, factor 2, . . . , factor m) and f (x) ≡ z, the crop
damage being modelled. Although not necessary, the mean
function µ(x) may be assumed to be zero by scaling/shifting
the data appropriately.
The covariance function or kernel models the relationship
between the random variables corresponding to the given data.
It can take numerous forms [10, chap. 4]. The stationary
squared exponential (or Gaussian) kernel (SQEXP), used for
the experiments in this paper, is given by
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kSQEXP (x, x , Σ) = σf · exp − (x − x ) Σ(x − x ) , (1)
2
where k is the covariance function or kernel; Σ =
diag[lfactor 1 , lfactor 2 , . . . , lfactor m ]−2 is a d x d diagonal
length-scale matrix (d = dimensionality of input = m in this
case), a measure of how quickly the modelled function changes
with each of the factors; σf2 is the signal variance. The set of
parameters {lfactor 1 , lfactor 2 , . . . , lfactor m , σf } are referred to as
the kernel hyperparameters.
Regression using GPs uses the fact that any finite set of
training (evaluation) data and test data of a GP are jointly
Gaussian distributed. Assuming noise free data, this idea is
shown in Expression (2) (hereafter referred to as Eq. (2)).
This leads to the standard GP regression equations yielding an
estimate (the mean value, given by Eq. (3)) and its uncertainty
(Eq. (4)).
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f¯∗ = K(X∗ , X) K(X, X)−1 z
(3)
−1
cov(f∗) = K(X∗ , X∗)−K(X∗ , X)K(X, X) K(X, X∗ ). (4)
For n training points (X, z) = (xi , zi )i=1...n and n∗
test points (X∗ , f∗ ), K(X, X∗ ) denotes the n × n∗ matrix of
covariances evaluated at all pairs of training and test points.
The terms K(X, X), K(X∗ , X∗ ) and K(X∗ , X) are defined
likewise. In the event that the data being modelled is noisy,
a noise hyperparameter (σ) is also learnt with the other GP
hyperparameters and the covariance matrix of the training data
K(X, X) is replaced by [K(X, X) + σ 2 I] in Eqs. (2) – (4).
GP hyperparameters may be learnt using various techniques
such as cross validation based approaches [10] and maximuma-posteriori approaches using Markov Chain Monte Carlo
techniques [10], [11] and maximizing the marginal likelihood
of the observed training data [10], [12]. This paper adopts
the latter most approach based on the intuition that it may be
more suited for large data sets. The marginal likelihood to be
maximized is
1
log p(z|X, θ) = − zT K(X, X)−1 z
2
1
n
− log |K(X, X)| − log(2π). (5)
2
2
The versatility and value of GPs for prediction and interpolation has been demonstrated across a variety of datasets
and industries, but has yet to be applied for the evaluation of
crop damage due to hail. This paper demonstrates, through a
series of experiments, how such techniques can contribute to
crop-hail damage forecasting and evaluation.
A. Application of GPs
GPs and specifically Bayesian GPs (referred to here as
GPs) are a generic and flexible approach to addressing a range
of analytics problems that occur across domains; they have
numerous capabilities that make them a versatile methodology
for use in crop-damage estimation and more broadly, insurance
analytics. GPs provide data driven multi-scale modelling as
they learn a continuous manifold from available data; they
provide data driven uncertainty characterisation in that every prediction has an associated uncertainty that depends on
available support data (for prediction) and prior knowledge
available (e.g. apriori known noise). The underlying Gaussian
assumption and the properties of this distribution enable the
derivation of closed form expressions for a variety of complex
settings. The Bayesian modelling paradigm, along with the
nonparametric nature of the GP model, allow for a convenient
mechanism to incorporate prior knowledge about the problem.
The work [12] compared GPs (which perform Kriging interpolation) with a variety of standard interpolation techniques.
Results suggested that for simple data (e.g. smooth variation,
dense data) GPs would be competitive with standard interpolation techniques; for complex data (e.g. sparse, discontinuities
etc.) GPs would outperform existing interpolation techniques.
GPs naturally provide Automatic Relevance Determination
(ARD) [10] in a multi-factor model by weighing different
factors based on their relevance to the desired outcome. This is

similar to the variable selection employed in more traditional
regression settings.
GPs also provide a mechanism to explicitly incorporate
uncertainty in the factors [13]. In the context of crop damage
estimation and insurance analytics, the abilities to combine
different sources of information [14], to predict multiple outcomes simultaneously [15] and to combine heterogeneous data
types (e.g. numeric and string) [16] are major strengths of
this approach. Whereas the Gaussian assumption is indeed a
strong one for real world settings, non Gaussian data may be
handled through transformations both explicit (e.g. the BoxCox transformation) or implicit [17]. GPs thus bring a lot
of different traditional analytical capabilities together under
one common flexible framework that can also be extended in
different ways to meet various data challenges; they promote
automation of analytics, reduce manual efforts and improve
consistency of outcomes. This paper demonstrates, through a
series of experiments on publicly available data sets, how GPs
can contribute to crop-hail damage forecasting and evaluation.
IV.

E XPERIMENTS

The applicability and value of GPs for multi-factor crophail damage prediction is tested using four datasets from [8],
[2], [6] and [18]. [8], [2] relate the hail density and impact
energy to the observed crop damage for corn, soybean and
wheat fields; the third dataset [6] provides observations of crop
damage in wheat and barley fields, and the final dataset relates
crop damage to the observed reflectivity of the hailstorm.
A. Density and Energy Factors
Changnon’s [8] study of crop-hail damage found a positive
correlation between the number of hailstones greater than
0.25” in diameter, referred to here as the hail density, and
the observed crop damage for corn and wheat fields, but not
soybean. A follow up study in [2] likewise found hail density
to be correlated with wheat and corn, with a marked seasonal
variation in the correlation parameters for corn. This study also
found a linear correlation for soybean by including seasonal
variation. The [8] study observed a linear correlation between
the recorded impact energy at local hailpads and soybean, but
not wheat or corn, while the [2] study observed a correlation
for corn and a seasonal correlation for soybean. Seasonal
variation refers to considering the crop-damage dataset by
month, and identifying different trends at different points in
the season. This factor has not been investigated here as the
seasonal information was not able to be recovered.
The data was presented in a series of 2D plots of crop
damage versus factor (density or energy), see [8, Fig. 12]
and [2, Fig. 1]. The [8] dataset consisted of 29 observations
for wheat and an unspecified number of corn and soybean
observations, with the [2] dataset having 34 wheat, 27 corn
and 31 soybean observations.
To apply GPs to this dataset, the figures were digitised
and a single dataset of damage, density and energy was
constructed. GPs allow for the crop type to be included as
an attribute as an implicit indicator of it susceptibility. This
dataset is shown in Fig. 1 and the summary statistics are given
in Table I. Due to the quality of the figures available, the month
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Fig. 1. Constructed dataset for observed crop damage for corn, wheat and
soybean fields as a function of the hailstone density and energy.
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Fig. 2. Two-factor crop-hail damage prediction trained from the [8] and [2]
datasets for impact energy (y axis) and hailstone density (x axis). Colour bar
the expected damage (%) for the prediction and the degree of uncertainty.

factor was excluded, and a number of observations were not
able to be reconstructed.
GPs with a squared exponential kernel were applied to
predict the expected crop damage from a hail event with
density and energy factors in the domain of the training dataset.
The results are shown in Fig. 2 and 3.
Fig. 2 presents a 2D crop-hail damage model as a function
of the hailstone energy (x axis) and density (y axis), neglecting
the crop factor. The banding seen in the prediction indicates

Density

Fig. 3. Two-factor crop-hail damage prediction trained from the [8] and [2]
datasets for impact energy (y axis) and hailstone density (x axis) for each of
corn, soybean and wheat crops. Colour bar the expected damage (%) for the
prediction and the degree of uncertainty.

that the energy and density interact, and supports the development of a multi-factor model. Specifically, it is seen that
the damage is a strong function of hailstone density, which
supports the results of [8], with higher densities related to
higher damage. The relationship with the hailstone energy is
observed to be weaker, which is perhaps due to limitations in
the training data. It is observed that higher uncertainties are
evident in areas where the training data is sparse, in particular
for higher energies. From Fig. 1, it is evident that higher
energy observations are mostly within wheat fields. Therefore,
differences in crop susceptibility will bias the data in areas
with limited observations across the three crops. This may be
a key factor in the circular banding observed, which is less
evident when the crop factor is considered, as in Fig. 3.
Incorporating the crop factor, as shown in Fig. 3, further
supports the conclusion that the crop type is an important
factor. Fig. 3 shows that wheat will sustain a higher percentage
of damage than either corn or soybean for the same hail
storm factors. This is expected; the mean damage observed

Average annual damage due to hail by crop in the USA 1909−1919
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B. Hail Diameter
As part of a 7-year study observations of crop-hail damage
were recorded over 122 hail days. From this data, [6] selected
a series of observations to construct a statistical model to
evaluate damage. For this study a network of volunteers
described the hail size relative to familiar objects. Observations
relating to the two sizes that were the most frequent sources
of damage, namely 5 – 10mm and 10 – 20mm, were retained
for the study. This data provides observations of hail damage
with hail size in one of 2 classes by crop (barley and wheat).
The binned nature of the [6] dataset limits its value in
investigating the expected damage as a function of size. Noting
that, in general, larger hail resulted in a higher percentage of
crop damage, as shown in Fig. 6, the hail size distribution from
a modelled hail event was used to unbin the data.
Hailstorm forecasts for three storms was used to construct
cumulative distribution functions for hail size for each storm
and collectively, as shown in Fig. 5. The lack of large hailstones in storm C results in a distribution that differs somewhat
to that for A and B, both of which include large hailstones.

Frequency of Damage for Wheat

Frequency of Damage for Barley
15

Fig. 5. The cumulative probability for hail size (mm) distribution from three
hail storms, individually and collectively.

for each of the crops, see Table I, indicates that wheat is most
susceptible to damage, with corn being the least. This is further
evidenced by longitudinal (10-year) records of crop damage in
the USA reported by [19], and the results of [20].
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The individual banding patterns for the crops support
the conclusion that while the rate of impact varies by crop,
increases in the hail density in general result in increased
damage, however a similar conclusion cannot be made for
energy. The relatively high uncertainty for high energies
cautions strong conclusions being drawn from this analysis.
[2] indicated seasonal variation is significant for a linear
correlation with energy, and this variation is not incorporated
here. The interaction between energy and density appears significant and requires further investigation. Nevertheless, where
the uncertainty is low (see soybean and wheat), increased
energy is resulting in higher damages. The comparatively
high uncertainty associated with corn is due to the sparse
data. The characterisation of the uncertainty associated with
the predictions is a significant improvement over existing
models. For crop-hail models to be deployed operationally
insurers require confidence in their estimates. The multi-factor
model demonstrates the importance of accounting for possible
interactions between factors rather than previous single-factor
approaches.
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Fig. 4. Average annual losses (%) due to hail by crop from 1909 to 1919* in
the USA, adapted from [19]. *Excluding apples and berries, which are 1912
– 1919. Rice recorded <0.005%.
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This does not however appear to be significant, and therefore
the combined CDF was used to unbin the [6] data using
inverse CDF sampling. The use of this distribution is supported
by the the observations of [21] and the commonly assumed
exponential distribution, see for example [22].
The sampled hail sizes were ordered and paired with crop
damage under the assumption that, within each class, higher
crop damage results from larger stones. This is supported by
the mean and distribution of damage observed in each class of
hail favouring larger stones leading to higher damage, as shown
in Table II and Fig. 6. The assumed hailstone distribution and
resultant crop damage is shown in Fig. 7.
Statistic

N

Mean

St. Dev.

Min

Max

Wheat
Wheat
Barley
Barley

41
21
47
30

13.146
25.048
25.617
42.800

4.709
5.324
6.350
13.340

7
18
13
20

25
38
38
73

TABLE II.

(5 – 10mm)
(10 – 20mm)
(5 – 10mm)
(10 – 20mm)

S UMMARY STATISTICS FOR DAMAGE FOR THE [6] DATASET.

GPs are applied to this dataset to identify the expected crop
damage as a function of the hailstone size. As with the energy
and density dataset, the crop was found to be an important
factor, with barley expecting roughly double the crop damage
as wheat for hail of a given size, as shown in Fig. 8.
While the uncertainty bands associated with these predictions are not small, these results bound the expected damage,
and hence liability, of a storm. The high uncertainty observed
is due at least in part to the unbinning technique employed,
which is evident through the outliers at the intersection of
the size classes thus improved recording practices providing
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additional training data would further decrease the uncertainty
for greater surety. The extent of smoothing achieved by the GP,
and hence the degree to which outliers influence the prediction,
is controlled by the kernel and hyper-paramenters, which needs
must be informed by an understanding of the data and physical
relationships being modelled. One strength of GPs is the ability
to identify the underlying trend in data, rather than simply
joining the dots.
C. Data Fusion
The value of data fusion is illustrated through two examples; with the hailstone density dataset, as described in
Sec. IV-A, and two datasets relating hailstone size to crop
damage.
These experiments demonstrate the potential value of
fusion techniques for the prediction of crop-hail damage,
specifically how joint prediction can be used with the aim
of improving individual predictions, where incorporating a
(possibly richer) data source can be used to improve the
predictions of a (possibly poorer) data source. Given the
sparsity of data, in particular across the multiple factors known
to impact the severity of damage sustained, fusion techniques
provide the ability to reduce the uncertainty in forecasts, and
to extend observations to additional scenarios.
1) Hailstone Density: Data fusion techniques were applied
to the corn and soybean datasets from [8] and [2] to obtain

Fig. 9. Illustration of fusion techniques for the expected damage relative to
hail stone density. Transparent bands indicate uncertainty without fusion, solid
bands with fusion (red for soybeans and blue for corn). The training dataset
is indicated by blue squares for corn and red circles for soybean.

joint predictions with the aim of improving the predictions
for the crops individually. The results, shown in Fig. 9,
demonstrate how applying GPs to two related datasets can
result in greater certainty for the predicted outcome. In Fig. 9,
the transparent swathes show the uncertainty associated with
the predicted damage with the solid swathes showing the
reduction in uncertainty that is achieved from the information
available through both datasets. Whilst, in this example, the
predictions themselves (with and without fusion) do not differ
significantly, the reduction in uncertainty is appreciable. Data
fusion techniques guarantee that uncertainty will not increase,
however the improvement in accuracy is dependent on the
quality of the datasets [14]. The correlation coefficients for
corn (0.82) and soybean (0.62) suggest the relationship is not
well captured by a linear model.
2) Hailstone Size: One advantage of fusion techniques is
the use of multiple related datasets to reduce the uncertainty
in the forecasts, a second advantage, demonstrated here, is the
extrapolation of forecast domains.
This technique could potentially be of value as a method of
integrating manual inspection with prediction via GPs. In the
aftermath of a storm, limited manual inspection of damage can
be used to effectively parameterise a prediction model. That is,
using a training dataset incorporating a variety of potentially
unobserved factors (for the current storm), a local dataset can
be constructed from limited observations. This is demonstrated
here in the extreme case whereby a training dataset is used
to extrapolate from a local dataset to larger hail sizes. This
experiment takes hail-size versus damage predictions in the 520mm range from the [6] dataset introduced in Sec. IV-Band
extends up to 80mm through fusion using a second constructed
dataset.
Using radar measurements of reflectivity, [18] present hail
type relating to contours of crop damage. A total of 139
observations were reported. The hail type, indicated by the
radar reflectivity, is translated into hailstone size as per Table
III, although the translation is less simplistic than that applied,
as reflectivity is not strongly linearly correlated with hail size
[23]. Whilst GP techniques can be used to learn the appropriate
translation, this requires further data than presently available.
The translation applied, although a simplifying assumption, is
sufficient for this experiment.

Hail Classification
N: not hail indicated
G: large graupel or small hail
SH: small hail mixed with rain
IH: intermediate size (wet & dry)
LH: large hail mixed with rain, wet and spongy hail

LDR Range

Hail Size

<-35
(-35,-25)
(-25,-20)
(-25,-15)
>-20

<5
5 – 10
10 – 20
20 – 40
>40

TABLE III.

A SSUMED TRANSLATION FROM REFLECTIVITY (LDR) TO
HAIL SIZE ( MM ) FOR THE [18] DATASET. A SSUMED TRANSLATION
INFORMED BY [23].
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Fig. 10. Illustration of fusion techniques to extrapolate the [6] dataset to
larger hail stone sizes. The [6] dataset (A) is shown in blue with the [18]
dataset (B) in green. Predictions without fusion are indicated by dashed lines
while joint prediction with fusion is indicated by solid lines (blue for dataset
A [6] and green for dataset B [18]).

This dataset is binned both in terms of damage and
hailstone size. To unbin the data for damage, uniform random
sampling within each damage class is applied. The hailstone
size is then unbinned using inverse CDF sampling as for the [6]
dataset. The resulting hail size-crop damage pairs are shown
by the green triangles in Fig. 10.
In this experiment this constructed dataset is used to extend
the observations in the [6] dataset (neglecting variation due to
crops) to higher hailstone sizes. As shown in Fig. 10, without
the information in the second dataset (dataset B), GPs predict
a decrease in the crop damage as the hailstone size increases,
which is not physical. With the information provided by dataset
B, a more accurate prediction is able to be obtained. In the
absence of supporting data for prediction, GPs will tend to
the mean, which is seen by the dashed blue line in Fig. 10.
By learning correlations with the hail size data obtained from
reflectivity (dataset B), the damage prediction behaviour more
accurately reflects that indicated by the physics.
This experiment demonstrates how GPs can be used to
improve predictions from a poor dataset with a related rich
dataset. It should be noted however, that as this example
extends into the domain of A where there are no observations, that is for large hailstones, the associated uncertainty is
relatively large.
V.

D ISCUSSION

The above experiments demonstrate that, with appropriate
training data, Gaussian Processes can be used to produce an
expected crop damage as a function of factors relevant to both
the crop and the hailstorm. Such models have been shown
to be superior to existing techniques, which emphasise linear
relationships between a single factor and damage. In contrast,
GPs account for the interactions between factors (multi-factor),

learn relationships from related datasets (fusion), and identify
the error associated with a prediction. While not demonstrated
here, GPs can also account for the uncertainty in observations.
Limitations in the depth and volume of publicly available
training data means that it is not practical to extend these
results to a general multi-factor model at this stage, however
it is evident that such a model has clear applications for
the insurance industry. Improved damage predictions can be
obtained by a more holistic model of crop-hail damage. Such
a model will provide for operational forecasts of damage that
can be used in advance of an event for planing and after an
event for claims evaluation and review.
Sec. IV has shown that, for specific crop-hail features, the
expected damage due to a hail storm can be identified with
known accuracy, and, although not demonstrated here, GPs
allow for measurement error to be modelled. This information
can support an insurance company in their response to a hail
storm event. Consider for example a forecast hail storm; using
numerical weather predictions of the hail event, a company
can obtain a forecast of the expected damage to agriculture
within the target area. Advance notification of the expected
impact enables an insurer to take action to prepare, such as
financial planning and placing re-insurers on notice, organising
responding staff, and pre-positioning resources in the region.
Post an event, this information provides an additional indicator
for investigation of claims that are of concern, or could flag
claims for rapid processing. Recent advancements in hail
monitoring, such as radar and the use of hail hindcasts, further
contribute to bringing operational models of crop-hail damage
closer.
The above work has focussed on just four factors, the crop
type, hail size, hail density and hail impact energy. Studies on
crop-hail damage have identified a number of other factors
that should be considered in the construction of a multifactor model, however publicly available data has not enabled
a thorough investigation. The following section provides an
overview of these factors and the expected impact.
A. Other Factors
Stage of growth: [3] notes that the stage of a growth of a
crop affects the damage sustained; [8], [2] found that damage
curves were seasonal, that is dependent on the stage of growth.
An earlier study by [24] also found that susceptibility to
damage differed significantly throughout the growing season.
Wind speed and direction: The wind accompanying a
hail storm is known to impact the resultant damage. As shown
in Sec. IV, the kinetic energy of the hail impact affects
the damage, with higher kinetic energy resulting in more
damage. The kinetic energy of a hailfall varies linearly with
the number (or mass) of stones but quadratically with the wind
velocity [25]. Increased windspeed results in higher velocity
and hence greater damage caused. The wind direction also
influences damage, with a study by [3] indicating that high
winds perpendicular to crop-rows result in greater damage than
to those that are parallel.
Barrier: Barriers to the windward side of a hailfall are
known to reduce the crop damage sustained. [25] found
that wind-driven hail losses were 3 – 12 times greater in

unsheltered crops in comparison with those shielded by large
obstacles, such as a row of mature trees.
Crop planting: In addition to the row orientation relative
to wind, the density of the plantation affects the damage rate,
with high density crops sustaining a higher rate of damage
than sparsely planted crops [7].
Rainfall: If a crop is wet its susceptibility to hail damage
is decreased due to an increase in plant elasticity [6].
B. Data collection for a fine-grained multi-factor model
Publicly available datasets on crop-hail data are insufficient to establish an operational model to accurately predict
agricultural losses due to hail events. The datasets identified
were insufficient due to a lack of factor resolution, that is,
typically only a small number of factors were recorded, and
the restricted domain of the observations. The survey of the
literature has however identified the key features known, or
suspected, to influence the percentage crop loss following a
hail event.
To support a detailed analysis of the relevant factors,
observations of crop-hail damage should record: the location
(in space and time) of crop damage, affected crop type, planting density, row orientation, distance from upwind shielding
structures and structure height, stage of growth, storm duration,
hailstone size (diameter) and density, hailfall kinetic energy,
presence of rain, and wind speed and direction.
Wherever possible, the above attributes should be reported
as recorded (that is, unbinned), and on as fine a spatial
scale as possible by the observation/measurement technique.
The associated error of the measurements should be likewise
recorded.
VI.

C ONCLUSION

Accurate assessment of crop-hail damage is important for
the fair compensation of insured farmers, over-estimate results
in insurance companies paying out a higher value for claims
than warranted, whilst under-estimate short-changes farmers.
The timely assessment of claims has direct impact on customer
satisfaction, and can affect recovery options for the farmer,
which has financial implications for both the farmer and the
insurer.
Current manual processes are prone to error and are resource intensive, while remote inspection fails to provide the
accuracy insurers require. Existing damage models are linear,
based on a single factor and handle noisy data poorly. The
uncertainty associated with these models is not fully accounted
for. Significant operator interaction would be required to
deploy these models. GPs are proposed as a solution to these
limitations.
The experiments demonstrate the capability of GPs to
account for multiple factors in an integrated manner, to report
uncertainty and to incorporate knowledge from related, noisy,
datasets to improve forecasts and reduce uncertainty, which
was not observed in previous models.
Detailed discussions on existing public datasets and other
factors that would together constitute a valuable dataset towards solving this important problem has been provided.
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